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Abstract

:

Simple Summary


Viral sequence variation can expand the host repertoire, enhance the infection ability, and/or prevent the build-up of a long-term specific immunity by the host. The study of viral diversity is, thus, critical to understand sequence change and its implications for intervention strategies. Typically, these studies are performed using alignment-dependent approaches. However, such an approach becomes limited with increase in sequence diversity. Herein, we present an alignment-free algorithm, implemented as a publicly available tool, UNIQmin, to determine the effective viral sequence diversity at any rank of the viral taxonomy lineage. UNIQmin enables the generation of a minimal set for a given sequence dataset of interest and is applicable to big data, with a reasonable time performance. The minimal set is the smallest possible number of unique sequences required to represent a given peptidome diversity (pool of distinct peptides of a specific length) exhibited by a non-redundant dataset. This compression is possible through the removal of unique sequences that do not contribute effectively to the peptidome diversity pool. The utility of UNIQmin was demonstrated for the species Dengue virus, genus Flavivirus, family Flaviviridae, and superkingdom Viruses. The concept of a minimal set is generic and thus possibly applicable to both genomic and proteomic data of non-viral, pathogenic microorganisms.




Abstract


The study of viral diversity is imperative in understanding sequence change and its implications for intervention strategies. The widely used alignment-dependent approaches to study viral diversity are limited in their utility as sequence dissimilarity increases, particularly when expanded to the genus or higher ranks of viral species lineage. Herein, we present an alignment-independent algorithm, implemented as a tool, UNIQmin, to determine the effective viral sequence diversity at any rank of the viral taxonomy lineage. This is done by performing an exhaustive search to generate the minimal set of sequences for a given viral non-redundant sequence dataset. The minimal set is comprised of the smallest possible number of unique sequences required to capture the diversity inherent in the complete set of overlapping k-mers encoded by all the unique sequences in the given dataset. Such dataset compression is possible through the removal of unique sequences, whose entire repertoire of overlapping k-mers can be represented by other sequences, thus rendering them redundant to the collective pool of sequence diversity. A significant reduction, namely ~44%, ~45%, and ~53%, was observed for all reported unique sequences of species Dengue virus, genus Flavivirus, and family Flaviviridae, respectively, while still capturing the entire repertoire of nonamer (9-mer) viral peptidome diversity present in the initial input dataset. The algorithm is scalable for big data as it was applied to ~2.2 million non-redundant sequences of all reported viruses. UNIQmin is open source and publicly available on GitHub. The concept of a minimal set is generic and, thus, potentially applicable to other pathogenic microorganisms of non-viral origin, such as bacteria.
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1. Introduction


Infectious diseases caused by viruses are a primary contributor to the global burden of death and disability [1,2]. The world is struggling against viral diseases, with billions of people afflicted annually, even impacting developed and developing countries with improved living conditions. The still ongoing coronavirus disease 2019 (COVID-19) pandemic, for instance, has threatened the global health systems, with a mortality of more than 3.5 million (https://coronavirus.jhu.edu; accessed on 30 May 2021) and no clear indication of when the disease will be brought under control.



Viral sequence variation, even of a single amino acid, can expand the host repertoire, as in the case of zoonotic viruses, or enhance the infection ability of a virus [3,4,5]. Sequence change can result in the evasion of host-established immunity and prevent the build-up of a long-term specific immunity [6]. This thus poses a challenge in the design of drugs and vaccines against viruses and can require a constant need to keep up with the evolving diversity [7,8,9,10]. The effect of viral antigenic diversity on vaccine efficacy and the need to keep up is well-demonstrated for influenza A virus (IAV), where annual re-formulation has been a recommendation by the World Health Organization (WHO) for decades [11]. Highly effective vaccines or drugs are still not publicly available for many notable viral diseases. The study of viral diversity is, thus, imperative in understanding sequence change and its implications for intervention strategies [9,12,13].



The rapid expansion in public sequence data provides an unprecedented opportunity to study viral adaptation and evolution. The National Center for Biotechnology Information (NCBI) public sequence databases consist of ~4.1 M nucleotide and ~10.9 M protein sequences (as of May 2021). Given the importance of viral diversity analyses, various sequence studies have been performed using alignment-dependent approaches [14,15,16,17] that focus on identifying and positioning corresponding regions of individual bases or amino acids. The utility of such an approach, however, is inversely proportional to the increase in sequence diversity, due to the corresponding decrease in conserved regions to anchor the alignment, particularly for highly diverse viruses [18]. This is further limiting when applied to the search for universal vaccine targets that capture the diversity of multiple subtypes or subgroups of a viral species, such as influenza A subtypes or human immunodeficiency virus 1 (HIV-1) clades. Moreover, when expanded to the genus rank, such conserved regions are typically non-existent [19]. Towards this, alignment-free or -independent approaches can offer an alternative to the study of sequence diversity. Such an approach can be defined as a method of quantifying sequence similarity or dissimilarity without the need to use dynamic programming or produce an alignment. Over the past decades, this has been implemented through a variety of methods, which can be mainly grouped into word frequency methods and those that do not resolve the sequence with fixed word-length segments [18].



Previously, Khan et al. (2005) described an alignment-independent method that performs an exhaustive search to determine the minimal set of sequences for a given dataset [20,21]. The minimal set herein refers to the smallest possible number of unique sequences required to represent the diversity inherent in the entire repertoire of overlapping k-mers encoded by all the unique sequences in the given dataset. Such dataset compression is possible through the removal of unique sequences, whose entire repertoire of overlapping k-mer(s) can be represented by other sequences, thus rendering them redundant to the collective pool of sequence diversity. Applied to a protein dataset for the study of amino acid substitutions, the complete set of peptides of a given k-mer length, encoded in the dataset, can be referred to as part of the viral peptidome [22]. The concept of a minimal sequence set is illustrated in Figure 1. Briefly, a given non-redundant (nr) dataset of unique sequences can possess a repertoire of k-mers that represents the inherent viral peptidome diversity (for the said k-mer length), which can be collectively covered by a smaller fraction of the unique sequences in the initial input dataset; this smaller fraction is termed as the minimal set. The study of a minimal set has thus far been reported for only two viruses, specifically at the species rank, namely Dengue virus (DENV) [20,21] and Influenza A virus (IAV) [23], which provided important insights into effective sequence diversity and evolution of the two viruses. Thus, this merits further exploration for other viruses, not just at the species rank, but at any rank of the viral taxonomy lineage, such as genus, family or even at the highest, superkingdom rank (all reported “Viruses”).



The reported algorithm by Khan et al. [20,21] is not scalable for large datasets at higher taxonomic lineages and thus requires optimization with regards to (i) the demand on the computational resource, (ii) optimality of the minimal set generated, and (iii) redundancies in the algorithm. To address these issues, we derived a novel algorithm that is significantly improved and scalable for massive datasets, such as all reported viral sequences in nature. The alignment-independent algorithm has also been implemented as a tool, UNIQmin, to allow for a user-specific search of the minimal set. The tool is open source and publicly available at https://github.com/ChongLC/MinimalSetofViralPeptidome-UNIQmin (accessed on 25 August 2021). We describe herein, the algorithm, the tool, its performance evaluation, and application to the study of viral diversity.




2. Materials and Methods


2.1. UNIQmin—Algorithm


In general, the algorithm is comprised of the following five steps: (i) generation of overlapping (sliding) k-mers of length k, (ii) frequency grouping of the generated overlapping k-mers, (iii) identification of a pre-qualified minimal set of sequences, (iv) omission of all k-mers cognate to the pre-qualified minimal set, and (v) identification of the final minimal set of sequences. The algorithm is detailed in Figure 2.



Briefly, UNIQmin accepts an input file containing a set of nr protein sequences (referred to as file A, in FASTA format) to generate a set of overlapping k-mers (referred to as file B’) from each sequence. The nr input file can be generated by the use of the clustering tool, Cluster Database at High Identity with Tolerance (CD-HIT) [24] on the redundant dataset of interest, retrieved from a database or prepared in-house. Users may consider removing sequences that contain an unknown residue (denoted with X) to avoid a possibly inflated minimal set. The overlapping k-mers (file B’) are then grouped according to their frequency (occurrence) count, into either a file containing single-occurring (referred to as B’1) or multi-occurring (referred to as B’2) k-mers. All single-occurring k-mers of B’1 are then matched with each sequence of file A to identify the sequences that captured or contained the respective k-mers; such sequences qualify as members of the minimal set and thus are subsequently deposited into the minimal set file Z. These pre-qualified minimal set sequences are also then removed from the input file A, thus resulting in a working input file that would only contain the remaining sequences, referred to as A#. The multi-occurring k-mers of file B’2 are removed of duplicates, resulting in only single copy (unique), multi-occurring k-mers. The unique, multi-occurring k-mers are then matched to k-mers of the pre-qualified sequences in the minimal set file Z. Matching k-mers are removed, resulting in another working file (referred to as B#). The remaining unique, multi-occurring k-mers of B# are matched with those of each remaining sequence of A#. A count of this match is stored as the “number of captured peptides” (#CP) for each sequence in A#. All sequences of A# are then sorted according to the #CP in descending order, from the highest (maximal k-mer coverage) to the lowest. This step aims to identify the sequence with the maximal k-mer coverage, which is then deposited into the minimal set file Z. The deposited sequence and the captured k-mers are then removed from files A# and B#, respectively. This process is repeated until all the remaining k-mers in file B# are exhausted.




2.2. Deployment of UNIQmin


The different steps of the algorithm were coded by use of the Python programming language (Python 3.7), utilizing multiple packages or modules, including math, pandas, and Biopython, among others. The UNIQmin python scripts used for the respective steps are indicated by name in Figure 2 and Scheme 1. The scripts can be executed individually or as a single pipeline shell script, provided as “UNIQmin.sh” on the GitHub repository page. Additional readme instructions on how to use UNIQmin are also made available on the page. A more detailed description of the algorithm and the tool are also available on the UNIQmin GitHub repository page (https://github.com/ChongLC/MinimalSetofViralPeptidome-UNIQmin/blob/master/README.md; accessed on 25 August 2021), with sample input and output files provided.



To achieve a performance speed-up, a multiprocessing function was added in the first script (U1_KmerGenerator) to allow one to accelerate the task based on the number of available central processing unit (CPU) cores. The Python pyahocorasick library, fast and memory-efficient for string search, was also incorporated into the UNIQmin tool, which contributed significantly to the speed-up. The serial processing of the final step (U5.1_RemainingMinSet script), however, does not contribute to the overall speed-up. Nonetheless, collectively, the five-step implementation of the algorithm in UNIQmin showcased scalability to big data.




2.3. Determining k-mer Size of Choice for UNIQmin


A key consideration in the use of UNIQmin is the size (length) of the overlapping k-mer window. The size choice can affect the number of sequences in the final minimal set, the validity of the set, and the time taken to determine the set. There are several considerations when deciding on the appropriate size of the k-mer. Theoretically, the size of the k-mer can range from one amino acid to the length of the longest sequence in the nr dataset of interest. The size of one or two (1–2) amino acids is not appropriate given the random nature of such small matches. In such a case, for example, a large dataset of nr sequences can be easily represented by a small minimal set consisting of only a few unique sequences, which is spurious. This is because although the minimal set captures the entire repertoire of the 1- or 2-mers, the k-mers do not recapitulate the true diversity of the initial set of nr sequences, as the order of the amino acids in the sequences is not effectively maintained. The widely used similarity search method, Basic Local Alignment Search Tool (BLAST) algorithm accepts a k-mer window size of three amino acids [25,26]. Thus, this length can be considered as the smallest acceptable k-mer size for biological significance, although the likelihood of random matches remains, which reduces as the k-mer size increases. The concept of a minimal set is possibly applicable to genomic data. Given the composition difference to protein data, the default k-mer size used by BLAST for nucleotide searches is 11 bases; thus, this may be considered as the smallest acceptable k-mer length for genomic data. Separately, the immune system has the unique ability to differentiate “self” (own body cells) from “non-self” (foreign materials, such as cells infected by viruses) at the molecular level [27]. The adaptive cellular immune system discriminates through recognition of peptides of length 8–15 amino acids, bound to human leukocyte antigen (HLA) class I and 12–25 amino acids for HLA class II [28,29,30,31]. The length of nine amino acids is reported to be typical for peptides bound to HLA class I and as the binding core for peptides bound to HLA class II [28,32]. As such, a k-mer size of nine may be considered for immunological or biological applications in general [17,33,34,35]; however, emphasis should be given to the research question for the relevance of the k-mer size. The length of the longest sequence in the dataset as the largest k-mer size that can be used, is not recommended, as there would be no or limited (potentially, if unique partial sequences are present in the dataset) compression of the initial input set. The above are non-empirical considerations on deciding the appropriate k-mer size.



The recommended k-mer size for a dataset of interest can be determined heuristically through a comparative analysis. This would involve determining the minimal set and also evaluating the performance for different k-mer lengths by use of the input nr dataset of interest or its subset (if sufficiently large). Figure 3 provides an illustration of the minimal set and run-time performance for different k-mer sizes (3–23 amino acids), obtained from an input nr dataset of 9800 dengue virus protein sequences (see Section 3.1 for details on the dataset). An increasing trend is observed for both run-time performance and the number of sequences in the minimal set with an increase in k-mer size. This depicts a decrease in the compression with an increase in k-mer size. The higher reduction observed for 3-mer relative to others is indicative of the inherent higher likelihood of randomness. The k-mer sizes of the range, from 7 to 10 for the given dataset, appear to provide a good balance when considering the number of sequences in the minimal set and the time taken to determine the set.



Having a statistical measure to determine the optimal k-mer size for the minimal set is desired. We had considered the effort by others in similarly addressing the problem of k-mer optimization, but for other biological applications, such as genomic sequence assemblies and generating alignment-free dendrograms [36,37,38,39]. Given the various trade-offs in solving biological problems and the difficulty in mathematically quantifying them, an explicit formula for selecting the k-mer size, which considers the various effects, has been elusive. It is possible to estimate some acceptable bound or range for the k-mer based on certain aspects of the data (for example, genome size and coverage); however, such estimates do not usually account for the impact of some key attributes of the data (such as repetitiveness of the genome, heterozygosity rate or read error rate). In practice, the k-mer is often chosen based on previous experience with similar datasets; for a comprehensive evaluation, these efforts may be time-consuming. Despite these challenges, progress has been made in determining the optimal k-mer. These attempts appear to rely on an objective function, defining features or aspects of the problem that help indicate the reliability or desirability of the output. Even then, these are not devoid of caveats. In the study of the minimal set herein, a general objective function that can help assess the desirability of one minimal set over the other is hard to define (considering possible loss of biological signal and other caveats—see the last two paragraphs of the Discussion section). In summary, identifying the optimal k-mer is challenging, and a range of k-mer values may be considered, based on heuristic evaluations, in line with the research question. The problem of determining the optimal k-mer in the search for the minimal set merits further investigation as a study by itself.




2.4. Application of UNIQmin—Data Retrieval, Processing, and Data Analysis across Viral Taxonomic Lineages (Species, Genus, and Family Ranks)


All reported protein sequences of DENV were retrieved from the NCBI Entrez Protein Database using taxonomy identifier (txid) of “12637” (as of March 2019). The retrieved sequence data (redundant dataset) was deduplicated of identical sequences using the clustering tool, CD-HIT [24], resulting in an nr DENV protein dataset. UNIQmin was then applied to the nr dataset to generate a minimal set of the viral peptidome. A k-mer window size of nine (9; nonamer) was used to evaluate the viral peptidome diversity with respect to the cellular immune response (antigenic diversity) [21,33,34,40,41]. Further, to expand the analysis to higher ranks of taxonomic lineages, all reported protein sequences of DENV genus and family ranks were retrieved from the NCBI Entrez Protein Database (as of December 2019). Similarly, the retrieved datasets were then removed of duplicates, and the deduplicated datasets were used for the generation of the minimal sequence sets using UNIQmin.




2.5. Performance Comparison with Other Existing Alignment Independent Data Compression Methods


The DENV nr dataset (Section 2.4) was used for performance comparison analysis between ITERmin, a re-implementation herein of the earlier Khan algorithm (KA) [20,21], and UNIQmin. Additionally, a literature search showed that several protein compressors have been developed [42,43], which, however, mainly focus on the reduction of sequence file size for storage purposes. Nonetheless, a comparison was performed against the existing compressors to evaluate the compression ability of UNIQmin. Towards this, all reported protein sequences of Homo sapiens (HS) were retrieved from the NCBI Entrez Protein Database by use of the txid “9606” (as of March 2020). An HS dataset was used because it was the only one that allowed both direct and an approximate indirect (with 2019 HS dataset) comparison between the compressors. Direct comparison of UNIQmin was only carried out with Gzip (www.gzip.org, accessed on 3 March 2020), a widely used compressor that balances speed and compression [43], and AC, which typically showcases the best compression [42]. The direct comparison between UNIQmin, Gzip, and AC was made by use of the 2020 HS dataset (HS2020) and 2018 all reported viral sequence dataset (“All viruses”), retrieved from the NCBI Entrez Protein Database by use of the txid “10239” (as of November 2018), while indirect comparisons were made with other tools using earlier HS datasets (HS2019) and viral datasets of Acanthamoeba polyphaga (AP2019) and Enterococcus phage (EP2019) [42].





3. Results


3.1. Application of UNIQmin—Dengue Virus (DENV) Lineage as a Usage Scenario


A total of 26,205 DENV protein sequences (as of March 2019) were retrieved from the NCBI Entrez Protein Database. Removal of duplicates by use of CD-HIT returned a total of 9800 nr DENV protein sequences (a reduction of ~62.6% from the redundant dataset), which was used as an input dataset to the UNIQmin tool. UNIQmin first generated a set of 17,328,090 overlapping 9-mers from the input dataset, which were categorized according to the occurrence count. Approximately ~0.5% (82,566) of the 9-mers were singletons (single-occurring) and ~99.5% (17,245,524) were multi-occurring. A total of 5048 sequences were required to capture all the single-occurring 9-mers. These sequences also captured the majority of multi-occurring 9-mers (17,241,370), leaving behind 4154 nonamers, which were captured by additional 471 sequences. This resulted in a minimal set containing 5519 protein sequences, which is a compression of ~43.7% from the input nr dataset.



We then expanded this approach to higher ranks of the DENV taxonomic lineage, such as the genus Flavivirus and family Flaviviridae. As of December 2019, a total of 45,593 and 273,463 protein sequences of genus Flavivirus and family Flaviviridae were retrieved, respectively. The sequences from the genus Flavivirus dataset were deduplicated, resulting in 17,771 nr sequences with a reduction of ~61.0% from the redundant dataset. After implementing the compression using UNIQmin, there were only 9763 sequences in the minimal set, achieving a compression of ~45.1% from the input nr dataset. The deduplication of the family Flaviviridae sequences resulted in a dataset containing 141,200 nr sequences, which was a drop of ~48.4% from the retrieved redundant sequences. A compression of ~52.8% from the input nr dataset was achieved at the family rank using UNIQmin, providing a minimal set of 66,707 sequences. A summary of UNIQmin compression at the species, genus, and family ranks is shown in Table 1.




3.2. Comparison to Existing Methods


A performance comparison between ITERmin and UNIQmin is shown in Table 2, using the DENV nr protein dataset. A detailed comparison between the two algorithms is provided on the GitHub repository page (https://github.com/ChongLC/MinimalSetofViralPeptidome-ITERmin; accessed on 25 August 2021). UNIQmin showed an improvement in performance relative to ITERmin, in terms of removal of more of the unique sequences redundant to the peptidome, which increased from ~43.5% to ~43.7% (15 additional sequences); the difference is expected to be significantly higher for large datasets. More importantly, UNIQmin offered a drastic speed-up of ~273-fold compared to ITERmin for 1000 sequences, which increased to more than 97 k-fold for close to 10 k sequences. This showcased the scalability potential of the tool for application to big data. Demonstrating this, UNIQmin took ~17 days to generate the minimal set for a large dataset of all reported viral sequences (~4.9 M as of November 2018, retrieved from NCBI Entrez Protein Database using the txid “10239”, with 2.2 M non-redundant sequences after deduplication). This was achieved by executing UNIQmin on a machine equipped with Intel(R) Xeon(R) E5-2690 v2 @ 3.00 GHz 40-core processors (only 14-cores were utilized for the first step of each tool, ITERmin and UNIQmin, while subsequent steps utilized one-core), 396 GB of RAM, and 44 TB of local storage.



Generally, the efficiency of compression is calculated in terms of bit-rate (also known as bit per symbol; bps) for performance comparison purposes [42]. The lower the bps, the better the compression. The bit-rate calculation was carried out herein for UNIQmin and compared with six other existing compressors, both directly and indirectly (Table 3). Direct comparison of the six existing tools (not including UNIQmin) showed that Gzip exhibited the worst compression for three of the datasets (HS2019, AP2019, and EP2019), while AC showed the best for dataset HS2019, was a close second to the best, Paq81 for dataset AP2019, and fourth (relative to the best, Paq81) for dataset EP2019. A direct comparison of UNIQmin to AC and Gzip (HS2020 and “All viruses” datasets) showed that AC provided the best compression, followed by Gzip. Hosseini et al. (2019) reported AC as the best compressor amongst the existing tools/approaches in terms of bps, while Gzip appeared to be the best when memory usage and time were considered. In comparison, UNIQmin trailed behind Gzip in terms of compression; however, it should be noted that UNIQmin focuses on identifying the minimal set of unique sequences while maintaining the total repertoire of the relevant k-mer peptidome diversity, whereas the others do not involve direct removal of sequences. This means that the compression ability of UNIQmin is directly proportional to the conservation level of the sequences within the dataset. Thus, UNIQmin offers an alternative to the existing compression methods by focusing on the removal of unique sequences that are degenerate or redundant to the peptidome.





4. Discussion


The idea of a minimal set, herein, is essentially a compression problem [42,44,45], applied to the study of viral protein sequence diversity, without incurring any loss of information in terms of the total peptidome repertoire (relevant to the k-mer of choice). Hence, the minimal set is the smallest fraction of the non-redundant protein sequences required to represent the complete peptidome repertoire present in the dataset (relevant to the k-mer). Thus, the minimal set can be considered to provide insight into the effective sequence diversity and evolution of the virus. The tool, UNIQmin, provides an alternative approach to analyze sequence diversity, commonly done using alignment-dependent approaches, which would be ineffective for the study of a diverse protein sequence dataset. A diverse dataset can be of a highly diverse virus species, such as Human immunodeficiency virus 1 (HIV-1), or spanning multiple species at higher taxonomic lineage ranks, such as genus or family. Thus, the approach herein may represent a major paradigm shift, as a direct enabler of novel applications in the study of sequence diversity and indirectly contributing to alignment-independent research. For example, the minimal set can be generated spatio-temporally to allow for comparative analyses of sequence diversity. Any decrease in compression relative to a referenced dataset of unique sequences would be indicative of an increase in the repertoire of novel k-mers in the collective pool of sequence diversity, while an increase would imply higher k-mer redundancy relative to the referenced dataset. Moreover, the minimal set can be subjected to further downstream analyses, coupled with alignment-dependent approaches, where applicable. It is expected that over time, the minimal set would show limited growth with increases in sequence data for a given taxonomy rank, assuming a balanced and sufficient sampling. This is because as the number of non-redundant sequences grows, viral variants exhibiting k-mers with novel sequence change, relative to the existing pool of sequence diversity, become less likely, and even if observed, such viral variants would be limited in number; unless the pool is perturbed by sequencing of previously unknown members of the taxonomy rank.



The UNIQmin algorithm is a significant improvement from that of the Khan algorithm (KA) and one that offers the best combination of speed and optimality of the minimal set generated. It was observed to be 263-fold faster than ITERmin, a re-implementation of KA. UNIQmin achieved the speed-up performance by recognizing and taking advantage of the fact that singleton k-mers only occur once in the dataset. Thus, the sequences from which they originated are already candidates for the minimal set. This avoids not only the need to process those sequences but also eliminates the need to evaluate multi-occurring k-mers that are also present within the singleton-k-mer-harboring sequences. This pre-filtering, utilizing single-occurring k-mers, ended up capturing ~91.5% (5048 sequences) of the eventual 5519 dengue virus minimal set sequences (derived from a starting input dataset of 9800 nr DENV sequences), prior to the execution of the canonical core steps of the algorithm for the remaining sequences. More importantly, UNIQmin was scalable for application to big data. It was successfully applied to ~2.2 M nr protein sequences of all reported viruses, deduplicated from ~4.9 M downloaded sequences (retrieved as of November 2018), the number of which has now grown to ~9.9 M (as of May 2021), with ~3.3 M nr sequences. UNIQmin is expected to still manage well this increase in data, with a better speed-up performance utilizing machines with a larger number (>14) of CPU cores. We also demonstrated the utility of UNIQmin in compressing diverse datasets spanning lineage ranks, such as Flavivirus (genus) and Flaviviridae (family). The resulting minimal sets covered the proteomic diversity within (intra) and between (inter) the viral species members of the genus or family. Additionally, UNIQmin demonstrated a reasonable compression in bit-rate relative to other well-known tools (Gzip and AC), with compression directly proportional to sequence conservation within the dataset, without impacting the inherent diversity.



There are caveats applicable to UNIQmin. Primarily, it is the reliance on the input sequence order (for the canonical part of the algorithm), when two or more sequences share the highest #CP (the highest number of k-mers matched or “captured” by a sequence relative to the repertoire of the k-mers available; see step 5 of Figure 2). Ideally, each sequence choice should be simulated to determine which would result in a more optimal minimal set. This was not explored because preliminary simulations with a decision tree approach (data not shown) indicated that this would be computationally intensive (in the quest to exhaust the k-mer library), as two or more sequences having the highest #CP was a common observation. This meant that not only multiple decision tree simulations would be required for a given input sequence, but that each decision point simulation may also end up requiring its own simulation (i.e., simulation within the simulation). It should be noted that this is only an issue when two or more sequences with the highest #CP share a dissimilar list of matched k-mers. When an identical list of matched k-mers is shared, the selection of one sequence as part of the minimal set would render the other with zero matches to the pool of remaining k-mers (file B#) in the subsequent iteration of comparisons. Such sequences (with zero matches) should be removed, which will provide a significant speed-up, and this will be considered as a future improvement of UNIQmin.



Another caveat is the possibility of potentially losing relevant biological signals. For example, the sequences of an nr dataset that are not selected as part of the minimal set may contain biologically relevant signals that are missing from the minimal set. Figure 1 can be used to illustrate this. The sequence QBE89964.1 is not included as part of the minimal set because it does not contribute any unique 9-mers relative to the other two sequences in the initial nr dataset. However, this would not be true for a k-mer size of 10 amino acids, as the sequence would end up contributing the unique 10-mer, “TDAPCKIPFS”. If this peptide is biologically relevant, then this signal would be lost for a minimal set defined for k-mer of size nine. Thus, the spread of the substitutions in the sequence can impact the effectiveness of the k-mer size in capturing biological signals. Another factor that can influence signal loss is the size of the nr dataset. Such a signal is likely to be diluted or lost in big data, where the compression is expected to be much higher. For example, UNIQmin compressed the Flaviviridae nr dataset of 141,200 sequences by ~52.8% (Table 1). A reduction of more than half of the nr sequences would suggest possible loss of biological signals present in the sequences removed. There is an expected increase in data size with ascending increase in hierarchy of ranks across the viral taxonomic lineage, such as from species to family rank. Thus, this caveat may be more pertinent at higher taxonomic ranks, such as family, order, class, and phylum, among others. Nonetheless, despite the possible loss of biological signals, the minimal set serves as a representative of the nr dataset, with much-reduced data size and is applicable to any rank of the viral taxonomy lineage. Towards this, we compared alignment-based phylogenetic trees generated using an nr dataset of dengue virus NS2B protein and its minimal set (data not shown). The phylogenetic tree derived from 155 nr sequences was well represented by a tree derived from its minimal set of 99 sequences, preserving the topology of the major clades. The application of the minimal set for downstream analyses and the possible effect of loss of biological signals merits further investigation.




5. Conclusions


UNIQmin enables the generation of a minimal set for a given sequence dataset of interest, without the need for sequence alignment. This alignment-independent approach allows one to select data that spans various ranks of the taxonomic lineage and provides the opportunity to ask relevant research questions with respect to effective sequence diversity, which would not be possible by the use of alignment-dependent approaches. Notably, it is also able to reduce big data size approximately by half, which is welcome, even though computing power is becoming cheap and more pervasive. This enables the exploration of big data compression prior to diversity or related analyses. This would allow for more efficient use of computer resources and would be a boon to those who have limited access to a big data computer infrastructure. The concept of a minimal set is generic and thus possibly applicable to both genomic and proteomic data of other pathogenic microorganisms of non-viral origin, which generally exhibit much larger data size, such as archaea (~7.0 M protein sequences as of May 2021), bacteria (~798 M), and Eukaryota (~108 M).
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Figure 1. Definition of a minimal set. (A) Three unique dengue virus envelope protein sequences (QBE89964.1, QBE89970.1, and QBE89971.1) retrieved from the NCBI Entrez Protein Database are shown aligned (only a 25 amino acids fragment is shown for demonstration purposes). The consensus of the alignment is shown, with positions of variability indicated by the small case residues (variable amino acids A and L colored in red). (B) All the overlapping k-mers (9-mers in this example) are generated from each unique sequence. The 9-mers represent all the possible repertoire of viral peptidome diversity, relevant to the k-mer, present in the three sequences. Although these three sequences are each unique, they share identical 9-mers. The 9-mers shown in green color are those that are identical in all the three sequences, while those in cyan are identical between two of the sequences. The unique 9-mers are shown in black color with variable residues indicated in red. All the 9-mers in sequence QBE89964.1 have a match in at least one of the other two sequences; thus, the k-mer repertoire of this sequence can be collectively covered by the other two sequences, rendering the sequence QBE89964.1 as redundant. (C) Minimal set, requiring only two of the three unique protein sequences (QBE89970.1 and QBE89971.1) to capture the inherent k-mer repertoire of all the unique sequences in the initial dataset. 
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Figure 2. The UNIQmin algorithm. Abbreviation: nr, non-redundant. 
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Scheme 1. Overview of the UNIQmin tool with the respective Python script(s) employed for the relevant steps of the algorithm indicated. 
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Figure 3. Comparison of the number of sequences in the minimal set and the run-time performance for different overlapping k-mer sizes. 
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Table 1. A summary of compression using UNIQmin across the viral lineages ranks, namely species, genus, and family.
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	Taxonomic

Lineage Rank #
	Number of

Retrieved

Sequences
	Number of nr Sequences #|

Percentage of Deduplication

(Relative to the Retrieved

Sequences)
	Number of

Sequences in the

Minimal Set
	Compression Using UNIQmin

(Relative to the Retrieved Sequences|nr Dataset) ^





	Species:

Dengue virus
	26,205
	9800|~62.6%
	5519
	~16.3%|~43.7%



	Genus:

Flavivirus
	45,593
	17,771|~61.0%
	9763
	~17.6%|~45.1%



	Family:

Flaviviridae
	273,463
	141,200|~48.4%
	66,707
	~27.2%|~52.8%







^ Reported values are rounded to one decimal place. # Abbreviations: nr, non-redundant.
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Table 2. Performance evaluation of ITERmin and UNIQmin in generating a minimal set for dengue virus protein sequences.
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Input Dataset

(Number of nr

Sequences) #

	
Measure

	
Algorithm Implementation *




	
ITERmin

	
UNIQmin






	
1000 sequences **

	
Run-time performance (minutes)

	
273

	
<1 (14 s)




	
Number of sequences in the minimal set

	
851

	
851




	
Compression ^

	
~14.9%

	
~14.9%




	
9800 sequences

	
Run-time performance (minutes)

	
~194,400

	
>2 (127 s)




	
Number of sequences in the minimal set

	
5534

	
5519




	
Compression ^

	
~43.5%

	
~43.7%








* The same server environment was used for the comparison of ITERmin and UNIQmin. ^ Reported values are rounded to one decimal place. # Abbreviation: nr, non-redundant. ** This smaller-scale initial input dataset for ITERmin and UNIQmin was derived through random selection of sequences from the dengue virus nr dataset of 9800 protein sequences.
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Table 3. Direct and indirect comparisons of the compression performance, in terms of bit-rate (bits per symbol; bps), between UNIQmin, Gzip (a widely used compressor that balances speed and compression), AC (typically showcases the best compression), and other existing protein compressors.
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Compressors

	
Human

	
Viruses




	
HS2019

	
HS2020

	
AP2019

	
EP2019

	
All Viruses ^






	
Gzip #

	
4.61

	
1.55

	
4.59

	
4.69

	
1.61




	
bzip2 #

	
4.26

	
-

	
4.27

	
4.49

	
-




	
7zip #

	
4.03

	
-

	
4.14

	
4.59

	
-




	
Lzma #

	
4.03

	
-

	
4.14

	
4.43

	
-




	
Paq81 #

	
3.90

	
-

	
3.97

	
4.30

	
-




	
AC #,$

	
3.79

	
0.94

	
3.99

	
4.52

	
0.63




	
UNIQmin

	
-

	
1.93

	
-

	
-

	
2.27








# Compressors that were compared by Hosseini et al. (2019). $ Compressor that was developed by Hosseini et al. (2019). ^ Dataset retrieved as of November 2018. Abbreviations: HS, Homo sapiens; AP, Acanthamoeba polyphaga; EP, Enterococcus phage.
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